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What you will learn today: How a CPU’s 
inner workings leak information
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Programs and users share a CPU1

This CPU sharing leaks information!2

And you will learn how to exploit that3



Where do we need security?

A wide range of
hardware…

……

3
Vincent Ulitzsch viniul@mit.edu

 Mengjia Yan mengjiay@mit.edu

running a diverse 
set of sensitive 

workloads!

mailto:pwd@mit.edu
mailto:mengjiay@mit.edu


What is a side channel?
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• By making indirect observations (the number of pizzas ordered), 
one is able to infer partial information



Threat Model: Sharing the CPU
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Multi-User System

Many users' programs run on one shared machine

Cloud / Multi-Tenant

Different customers' virtual machines share one physical 

server under a hypervisor.

Attacker Victim

Shared CPU

Attacker Victim

Shared CPU



What is Covert and Side Channel?

• Gather information by measuring or exploiting indirect effects of the system

• Covert channel:
• Cooperated/Intended communication between two or more security parties

• Side channel: 
• Unintended communication between two or more security parties

• In both cases:
• Communication does not follow the system specification 

• The communication medium is not designed to be a communication channel 
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Side Channels Are 
Almost Everywhere



Example #1: Acoustic Side Channels

• Monitor keystroke
• You only need: a cheap microphone + an ML model

Other sources of acoustic side channels 

inside a computer?

• Another example: “Hear” the screen
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“Hear” The Screen

9
Genkin et. al. Synesthesia: Detecting Screen Content via Remote Acoustic Side Channels. S&P’19

frequency

time



“Hear” The Screen
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LCD panel

Digital logic and image 
rendering board

Power supply 
board



Example 2: Network Side Channels

• Website Fingerprinting
• Frequency of packets, size of packets

• Example: iSideWith.com

• Network traffic contention side channel
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Lescisin et. al. Tools for Active and Passive Network Side-Channel Detection for Web Applications. WOOT’18

Cai et. al. Touching from a distance: Website fingerprinting attacks and defenses. CCS’12.

You Your Roommate



Example 3: Timing Side Channel

• Password: 128 digits

• How many attempts an attacker 
needs to brute force a password with 
blind guess?

• Consider the check_password 
program on the left. Can we reduce 
the number of attempts? How?
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def check_password(input):
 

  for i in range(0,128):
    if (input [i] != password[i]):
     return ("error");

  return (“success”);

Early termination



Vulnerabilities in Real-world Crypto
• Libgcrypt’s Montgomery ladder scalar-by-point multiplication routine
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Vulnerability exists in a real-world 
implementation of Curve25519.

Genkin et al. May the Fourth Be With You: A Microarchitectural 

Side Channel Attack on Several Real-World Applications of 

Curve25519; CCS’17



A Rough Classification based on
What Attackers Can Observe
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Processor

Power, EM, 
sound, etc.

Attacker requires measurement 
equipment → physical access

Processor Response 
time

Attacker may be remote
(e.g., over an internet connection)

Physical channels Timing channels

Processor

Attacker may be remote, 
or be co-located

Microarchitectural 
channels

Micro-arch events 
(e.g., timing, perf. 

counters, etc.)

Victim Victim
Victim

Attacker

Slides credit: Chris Fletcher



Microarchitecture (uArch)
 Side Channel



Side Channel Threat Model

16

Sender Receiver

OS/Hypervisor
enforced isolation

File, Socket, Pipe, Shared memory (shm in Linux) …



An Example Attack in 1977

• Disk arm optimization
• Execute requests by the "elevator algorithm."

• Assume attacker’s capability:
• Can issue multiple requests to any tracks

• Can measure request latency and the order of its 
own requests get processed by the disk

• Let’s attack 

A retrospective on the VAX VMM security kernel, 1991



Victim Code:

if (secret_bit==1)

    access track 2;

else

    access track 8;

18



A Communication Model
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Domain of victim

Secret

Transmitter

Domain of attacker

Secret

ReceiverChannel

2. Transmitter 
modulates 
the channel

 base on the secret

3. Receiver 
monitors 

the channel state 

Kiriansky et al; DAWG: A Defense Against Cache Timing Attacks in Speculative Execution Processors

Bourgeat et al; CaSA: End-to-end quantitative security analysis of randomly mapped caches

1. Receiver 
preconditions 
the channel



uArch Attacks Generalization
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Processor Chip

core

L1/L2

core

L1/L2

LLC

…

System Bus (logically)

Memory (DRAM)
other I/O Devices 

(monitors, NICs, GPUs)
Non-volatile

storage device (disks)

RDRAND unit:  7-200 Kbps
MemBus/AES-NI contention:  ~550-650 Kbps
LLC:  1.2 Mbps
Various structures on GPGPU:  up to 4 Mbps

(Data from research papers. Not fully optimized)



A Communication Model
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Domain of victim

Secret

Transmitter

Domain of attacker

Secret

ReceiverChannel

secret-dependent 
microarchitectural 

behaviors

Kiriansky et al; DAWG: A Defense Against Cache Timing Attacks in Speculative Execution Processors

Bourgeat et al; CaSA: End-to-end quantitative security analysis of randomly mapped caches



Leak Crypto Library #1: RSA

• Square-and-Multiply Exponentiation

Input : 

  base b

  modulo m

  exponent e = (en−1 ...e0 )2 

Output:

 be mod m
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When b = 3, e = 2256

How many multiplications do you 
need to do to compute: 

be

Naïve: 2256

Repeated Squaring: 256



Leak Crypto Library #1: RSA

• Square-and-Multiply Exponentiation

Input : 

  base b

  modulo m

  exponent e = (en−1 ...e0 )2 

Output:

 be mod m
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r = 1

for i = n-1 to 0 do 

 r = sqr(r) 

 r  = mod(r, m)

 if ei == 1 then 

  r = mul(r, b)

  r = mod(r, m)

 end 

end 



Leak Crypto Library #2: AES

Repeat 10, 12, 14 times 
depending on key size.
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Input : 
  Plaintext
  Secret key
  Lookup Tables 
  
Output:
  Ciphertext



Leak Crypto Library #2: AES T-Table

// Td0, Td1, Td2, Td3 are 4 lookup tables

// s0..s3, t0..t3 are 32-bit integer

for (  ;  ;  ) { 

  t0 = Td0[(s0>>24)] ^ Td1[(s3>>16)&0xff] ^ Td2[(s2>>8)&0xff] ^ Td3[s1&0xff] ^ rk[4]; 

  t1 = Td0[(s1>>24)] ^ Td1[(s0>>16)&0xff] ^ Td2[(s3>>8)&0xff] ^ Td3[s2&0xff] ^ rk[5]; 

  t2 = Td0[(s2>>24)] ^ Td1[(s1>>16)&0xff] ^ Td2[(s0>>8)&0xff] ^ Td3[s3&0xff] ^ rk[6]; 

  t3 = Td0[(s3>>24)] ^ Td1[(s2>>16)&0xff] ^ Td2[(s1>>8)&0xff] ^ Td3[s0&0xff] ^ rk[7];

  rk += 8; 

  if (--r == 0) { 

    break;

  }

  ... 

25



Observation: Secret-dependent memory accesses.

The attacker’s goal: 
Monitor access patterns at cache line granularity.



What is Caching?
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Cache is a small, fast memory that keeps recently-used data close to the CPU.

L1 Cache — per core

~32 KB · ~1 ns

L2 Cache — per core

~256 KB–1 MB · ~4 ns

L3 Cache (LLC) — shared by all cores

~8–32 MB · ~15 ns

Main Memory (DRAM)

many GB · ~100 ns (≈100× slower)

faster, smaller

slower, bigger



Why Cache?

• Large attack surface. Shared across cores/sockets.

• Fast. Can be used to build high-bandwidth channels

• Many states. Can encode secrets spatially to further improve bandwidth 
and precision.

• There exist many cache-like structures. The same attack concepts and 
tricks will apply.

28



Cache Attack Plan

29

Time

Attacker:
Reset

cache state

Victim:
Access /

No Access

Attacker:
Observe whether access 

has happened

① How to reset cache state?

② How to monitor cache state?



Attack Strategy #1: Flush+Reload

• The flush instructions allow explicit control of cache states
• In X86,   clflush vaddr 

• In ARM,  DC CIVAC vaddr

• What are these flush instructions used for except for attacks?
• For coherence, in the case when the data in the cache is inconsistent 

with the data in the DRAM. 

• 1) old time, incoherent DMA

• 2) nowadays, Non-volatile memory for crash recovery

30



Flush+Reload
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Cache

Victim Attacker
A shared cache line

Time

DRAM

Attacker:
Flush

Victim:
Access

Attacker:
Flush

Victim:
No Access

Attacker:
Reload -> 

low latency

Attacker:
Reload -> 

high latency

Something might 
seem weird here…

(threat model)



Page Mapping

Virtual Address Space 
(Programmer's View)

Physical Address Space
 (limited by DRAM size)

4KB

4KB

VA

PA

Page Table
per process

Process 1

Process 2

4KB

4KB

32



Transparent Page Deduplication

Virtual Address Space 
(Programmer's View)

Physical Address Space
 (limited by DRAM size)

4KB

4KB

VA

PA

Page Table
per process

Process 1

Process 2

4KB

the same 
content

33



The Attack Monitor Code

  x1 = read cycle;

  perform the load;

 

  x2 = read cycle;

  

    latency = x2 – x1;

34



The Attack Monitor Code
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  x1 = read cycle;

  perform the load;

 

  x2 = read cycle;

  

    latency = x2 – x1;

rdtsc
mov %eax, %edi

mov (<vaddr>), %rsi

rdtsc

sub %edi, %eax

In x86, 8 GPR:
• rax, rbx, rcx, rdx
• rsp, rbp
• rsi, rdi
“r” means 64-bit
replacing “r” with “e” means the lower 32 bits.

rdtsc: 
• Read Time-Stamp Counter
• edx:eax := TimeStampCounter;

mfence:
• Memory Fence
• Performs a serializing operation on all memory instructions

mfence

mfence



A Demo
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Sender Receiver

Access one element
Figure out which element 

has been accessed



Lessons Learnt So Far

So the fundamental problem: 
shared memory between 
different security domains.

37

Source: https://kb.vmware.com/s/article/2080735



There are many more side-channels possible

38

On-chip Processor

Off-chip DRAM

core

L1/L2

L3

core

L1/L2

…
…

Flush+Reload, Prime+Probe,
Directory Attacks

RNG Unit Covert Channel

CacheOut, RIDL, Fallout,
Port Contention,
Cache Banking, 4K Alias 

RowHammer, DRAMA,
RAMBleed

Spectre, Meltdown,
Foreshadow,
Arithmetic Timing



Takeaways 

• Practical challenges in implementing a reliable cache attack
• Page sharing
• Noise due to prefetchers
• Uncertainty due to page mapping
• Replacement policy
• etc.

• Hardware and software optimizations make attacks easier
• Transparent page sharing
• Copy-on-write
• Huge pages
• Virtually-indexed and physically-tagged caches

39



Questions/Comments?
viniul@mit.edu



Using Caches with Virtual Memory
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Cache TLB
CPU

Main 
memory

Physically-Addressed Cache

• Avoids stale cache data after context 
switch

• SLOW: virtual→physical translation 
before every cache access

Virtually-Addressed Cache

• FAST: No virtual→physical translation 
on cache hits

• Problem: Must flush cache after 
context switch

CacheTLBCPU
Main 

memory



Best of Both Worlds (L1 Cache): 
Virtually-Indexed, Physically-Tagged Cache (VIPT)

42

Cache

CPU
Main

memory

TLB

Cache index comes entirely from address 
bits in page offset – don’t need to wait 
for TLB to start cache lookup!
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